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The Genetic Algorithm is a search algorithm based on the mechanics of natural selection and genetics. It combines search heuristics with phenomena found in the biological world to create a very robust search algorithm. What follows is a study of an iteration of the genetic algorithm, called the simple genetic algorithm. After a brief history, the terms relevant to the genetic algorithm will be defined, concepts will be sketched out, and a detailed look at some of the mathematical analysis of the genetic algorithm will be accomplished.

John Holland, the creator of the modern genetic algorithm [GA] was a mathematician whose specific goal was to “breed” solutions to problems that typically did not yield to more conventional search methods. Dr. Holland was a professor at the University of Michigan who held degrees under many disciplines including physics, mathematics, and communication science, and furthermore taught coursework in fields such as psychology, electrical engineering, and computer science. In the late 1960’s he began trying to integrate the ideas of evolution and natural selection into an applied search algorithm. He could only marvel at the robust, efficient, adaptive characteristics of natural systems (Goldberg 2). In 1975, he published what can be considered the first piece focusing on the GA, Adaptation in Natural and Artificial Systems. Research in what he coined “adaptive systems” was mainly confined to Holland and his students until the early 1980s, when the potential of the genetic algorithm was more fully understood (Sangalli 135-6).

Before delving deeper into the theory behind the GA, we have to learn about some of the key concepts behind it and search algorithms in general. The genetic algorithm can be described as a heuristic method for problem solving (Kasabov 9). More specifically, the GA is a very robust search algorithm that combines key concepts found in the biological world with search heuristics. 

The basic building blocks of any living organism are called genes, or alleles. They have the effect of controlling the properties of an individual. Genes are strung together to form chromosomes. A population, for these purposes, can be described as a collection of individuals. Through the mating process, two separate individuals in a population share chromosomes in order to create an offspring that has some of the properties of each parent (Kasabov 9).

Obviously, some traits in an individual are more desirable to have than others. For instance, it is almost universally advantageous to have above average levels of intelligence for the simple fact that more intelligent beings are better able to survive and thrive in their environments. The theory of natural selection promotes the idea that individuals in a population that have more desirable traits are more likely to survive and mate to create offspring. In other words, the more fit an individual in a population, the better chances it has of passing on its genes in reproduction and having its more desirable traits move to its offspring. Through a process of many generations, the more desirable traits [genes] will be passed on more often and become dominant while less desirable traits will languish and die (Kasabov 9). 

The proliferation of more desirable traits in a population lead to a fitter population viewed as a whole, and to individually exceptional specimens. The culmination of this process is called evolution. These concepts form the basis for the simple genetic algorithm.

The purpose of search algorithms is to find the best, or most individually exceptional specimen in a population, or alternately, a solution space. The path that different algorithms follow to reach this goal comprises the difference between them. Traditional search algorithms can be categorized into three different types: calculus based, enumerative, and random (Goldberg 2).

Calculus based methods rely on the fact that the problem can be expressed as a type of function in a clean space; a space that is derivable and continuous. Calculus based methods work in two different ways: directly and indirectly. Direct methods work by seeking local optima and moving in a direction related to the slope of the function at that point; in other words, they hill-climb. Indirect methods look for local extrema by calculating where the derivatives are equal to zero in the solution space (where a peak or a valley can be found). This method implies that the solution space has to be in a form that is derivable (Goldberg 2-3).

Enumerative methods work by calculating the value of every point in the search space. These methods are very easy to implement, and work exceptionally well when the search space is small. Enumerative methods do not rely on the assumptions that the search space is continuous and derivable. However, their main downfall is that they simply are not cost-efficient when the search space is large or non-discretely infinite(Goldberg 4-5).

Random methods work almost exactly like they sound: they look for a fit solution by randomly choosing points in the solution space and calculating their values. Obviously, a completely random search has some of the same downfalls that enumerative searches suffer from: they simply may miss fit solutions in a suitably large solution space. The modern GA is best viewed as a special case of the random heuristic search, a random method, though most authors agree that it fits in none of the traditional categories (Vose 5). The premise behind the genetic algorithm is that it starts with a random population from a solution space and forms a directed search process to optimize its generated solution set (Goldberg 5). 

These traditional search methods are not robust in certain instances, as described above. Specialized search methods that are built to solve a specific problem tend to be very robust, but only in a limited range; they are often not reusable, and because of this, their design is not always efficient. 

“If artificial systems can be made more robust, costly redesigns can be reduced or eliminated. If higher levels of adaptation can be achieved, existing systems can perform their functions longer and better (Goldberg 2).”

Genetic algorithms are considered to be one of the most robust search methods across almost any type of search space. When efficiency is desired over robustness, some of the more traditional methods may work well, but it is often the case that robustness is necessary.

Genetic algorithms are similar to more traditional search algorithms in the fact that they seek to perform the same function, but different in many aspects. First of all, while other algorithms work directly with parameters, or variables, the GA works with a coding of the parameters in a string form. In what is called the simple genetic algorithm the parameter set is comprised of only binary numbers, but in more complex versions it can be made up of any set of characters. This string coding of the parameter set can be thought of as a chromosome and each individual character as a gene (Pedrycz 305). 

Secondly, the GA searches from more than one point concurrently, while other search methods all search from one point at a time. The set of points can be described as a population. Third, the GA uses an objective function to determine the fitness of a string rather than any auxiliary knowledge, such as derivative existence (Pedrycz 305). This particular point will be elaborated upon later, as the proper modeling of an objective function is one of the fundamental issues concerned with the success of the GA.

The genetic algorithm initializes itself by choosing a random population of strings from the search space. These strings, as a population, can be viewed as the initial generation, with successive generations to follow. The size of the population in a generation is an important criterion that determines the length of time it will take for the GA to produce a suitable solution. In general, larger population sizes will lead to a smaller number of generations needed to find a fit solution, though in any individual circumstance it is completely random (Kasabov 13). Successive generations are created using three very simple different operations: reproduction, crossover, and mutation.

Before delving into the generational operations, there needs to be a better understanding of the objective function. To do this, we can look at one particular example: intelligence. Intelligence can be seen as a function whose measure is appropriate for the GA. There is no exact definition of intelligence, as the concept has never been fully understood in a scientific setting. However, this problem has not kept researchers from developing schema to measure it. Different schemas tend to yield extremely different results. For example, schemas that focuses on pattern recognition would yield vastly different results from a schema that focuses on memorization. These schemas can be considered to be two different objective functions (Sangalli 145-6). It is imperative to note that even though it is almost impossible to rigorously determine which of any two beings is more intelligent, it is very easy to quantify the ability to memorize by simply comparing the scores obtained from a test focusing on memorization abilities. In this way, the GA is considered blind. This fact leads to a broadly based, robust search algorithm (Goldberg 9).

The objective function is used to measure the fitness of a decoded string, or chromosome. It measures the fitness of a string in relation to the others in the population; strings with higher fitness are given priorities in transferal from any given generation to the next. This is accomplished by using a random number generator with non-uniform distribution of solutions. The more accurate the objective function in relation to the problem it is solving, the more accurate the solutions it will help to find, and the more efficient the GA will be.

For the GA to work properly, the solutions in the current generation should, as a general rule, be more fit than those of the previous generation. This sometimes does not happen from one generation to the next, but should happen over a period of generations. However, it is also important for some weak solutions to be allowed to move from one generation to the next in order to keep a level of diversity in the solution set. A solution set that is not diverse tends to have relatively high levels of fitness in early generations, but fails to further optimize in later stages, leading to an overall poorer solution set (Sangalli 150-1).

The first of the three genetic operations is reproduction. Reproduction is the simple moving of a solution from one generation to the next. The goal of reproduction is to keep from losing exceptional strings between different generations, though it does happen. Since the fittest solutions are not automatically transferred from one generation to the next (they are only statistically more probable of doing so), a level of diversity is kept between solution sets while still leading to a more optimal state.

The second genetic operation is crossover. Crossover is equivalent to sexual reproduction in humans and other species. A random position, called a crossover site, is chosen somewhere in the length of any given string. Two strings are chosen randomly according to their fitness, and the substrings after the chosen random position are switched. Both those strings are then transferred to the next generation. Crossover is important because it injects new solutions into the population that may or may not be more fit than their parents. Some of the properties of the parent strings are passed to the offspring, so the goal is to combine the best properties in order to find the fittest solutions.

The third genetic operator is mutation. With mutation, a random position in a string is chosen and changed to a different character. Mutation is necessary because some positions in a string may become static over generations. Mutation will, in effect, restore those lost solutions. For example, if all the strings in an initial population have the same character at a particular position, that character would persist throughout all the future generations without mutation (Sangalli 134). The actual occurrences of mutation with the GA are purposefully quite rare. Its single goal is to provide an insurance policy against the irrevocable loss of potentially important genetic material (Goldberg 23).


Since the important terms and concepts of the GA are defined, it is now possible to begin a more rigorous look at the mathematical concepts important to the GA. One of the first conceptual questions that arises is how one string is related to its fellow strings, since similarities among highly fit strings can be exploited to help guide a search (Goldberg 19). For an answer to this question, the concept of schemata is introduced. 

A schema, for this purpose, is a template that describes subsets of strings with similarities at certain positions. A new notational symbol must be introduced into the SGA’s binary alphabet – a * symbol that signifies a don’t care. If a * symbol occurs in a string, the character at that position is arbitrarily defined. For instance, the schema *010010 could match either the string 1010010 or 0010010. This addition simplifies the analysis of the SGA because it greatly reduces the unique population size by recognizing similarities in a population. Now, the question of how different schemas grow and decay through successive generations is brought up.

Two new concepts relevant to schema must be defined – schema order and defining length. The order of a schema is the number of distinct fixed, or non-*, positions in it. For example, the schema H = 10**1*0* has order 4 because it has 4 non-* positions. The defining length of a schema H, denoted ß(H), is the length between the first and last fixed position in a schema. In the above example, the defining length ß = 6 since the last fixed position is 7 and the first is 1 and ß( 7 - 1) = 6.

In order to study the growth and decay of schema, it is necessary to quantify the effects of each of the genetic operators over successive generations. Each can be studied independent of the others, and the partial conclusions can be combined to form a full solution to the question at hand. The effects of reproduction are easy to quantify. Suppose at a given time t, that there exist m examples of a given schema in a population A(t), where m = m(H, t), since m is not static over generations. The object is to find the number of occurrences m of H at time t + 1, or when a generation has passed. Let ƒ(H) be the average fitness of the strings representing schema H at time t, and £ be the average fitness of the entire population at time t. Then,

 m(H, t + 1) = m(H, t) • ƒ(H) / £. 

This concludes that a particular schema grows as a ratio of the average schema fitness to average population fitness. In other words, above average schema will be sampled increasingly in subsequent generations, while below average schema will suffer the opposite fate (Goldberg 29-30). 


The probability of a schema surviving crossover is directly related to its defining length, as will become evident. The schema 1***10* has a defining length of five, while the schema 101**** has a defining length two. The first schema is more susceptible to destruction by crossover because there are five different crossover sites in the string that will place substrings with fixed positions in different offspring, while the second has only two. As such, the percentage probability of destruction of a schema can be quantified as 

Pd = ß(H) / (l – 1),

 where l is the length of the string. Were a string of length 8 (7 unique crossover sites) to be represented by a schema of defining length 3, it would have a 3 / (8 – 1), or 42.85%, chance of destruction. Likewise, the probability of survival is


Ps = 1 – ß(H) / (l – 1).

If crossover is performed by random choice, as is usually the case, then the expression can be written as


Ps >= 1 – Pc • ß(H) / (l – 1), 

where Pc is the probability of crossover, 0 < Pc < 1 (Goldberg 30-32).


At this stage, it should be evident that schema survival is dependent upon both crossover and reproduction. As such, the effects of crossover and reproduction must be considered together. Since reproduction and crossover are independent of one another, the inequality


m(H, t + 1) >= [m(H, t) • ƒ(H) / £] • [1 – Pc • ß(H) / (l – 1)]

can be written. In other words, the number of a given schema in the next generation is a product of its relative fitness and its ability to survive crossover. By combining crossover and reproduction, it is clear that schema proliferation is dependent on two factors – whether the schema is above or below the average of the population, and whether it has relatively short or long defining length (Goldberg 32).


Mutation, the third and final operator, can be expressed as the random alteration of a single point with the probability Pm. For the schema H to survive, all of its fixed positions must remain unchanged during mutation. A single gene survives with the probability (1 – Pm). Multiplying the order, denoted o(H), the probability for all fixed positions to survive is 


(1 – Pm) ^ o(H),

which can be expressed as

 (1 - o(H) • Pm) 

for very small values, as an approximation. If some very small cross product terms are ignored, the results of schema survival with reproduction, crossover, and mutation can be expressed as


m(H, t + 1) >= [m(H, t) • ƒ(H) / £] • [1 – Pc • ß(H) / (l – 1) - (1 - o(H) • Pm)].

One striking thing that is evident from this inequality is the fact that schema survival is a result of addition and multiplication alone, and thus is exceedingly simple. Another is that, since mutation has little effect on the schemata, the previous conclusions still hold; that short, low order, above average fitness schemata receive exponentially increasing trials in subsequent generations. This conclusion is so fundamentally important, it has been donned the Fundamental Theorem of Genetic Algorithms, or Schema Theorem. It is somewhat important to note that this theorem is not directly provable, though there is a large body of empirical evidence to support it (Goldberg 33).


In order to better understand the underpinnings of the GA, let us define an example and work through some of the mathematics. Define three particular schema H1, H2, and H3 as H1 = 1******, H2 = 0*****1, and H3 = *01****.The following table shows four random strings, their fitnesses (as determined by their decimal value as binary numbers), and the schema they represent:


Now, define a population after reproduction, crossover, and mutation as follows:


It is significant to note that all calculations to obtain this new generation were done randomly, using uniform and non-uniform random distribution where necessary. The overall fitness of the first generation is 241, determined by adding the individual fitnesses of its members. In the second generation, the overall fitness jumps up to 328, a 36.10% increase in the span of one generation.


Now, it is of interest to look at how successful that the aforementioned schema survival equations are at predicting the number of schema H1, H2, and H3 should be in the second generation. In the following, the effects of mutation will be ignored on schema survival because its effects are statistically insignificant on such a population size. First, the effects of reproduction alone will be looked at, then a combination of reproduction and mutation, with an analysis of the differences.


To calculate the growth of each schema through reproduction, it is necessary to calculate the equation m(H, t + 1) = m(H, t) • ƒ(H) / £ to find m(H, t + 1). Remember, the number of occurrences of a given schema in the initial generation is represented as 

m(H, t), and the projected number in the new generation is represented as m(H, t + 1). ƒ(H) is the average fitness of the strings in the initial generation that represent a given schema, and £ is the average fitness of the generation. The following table summarizes all of these constants for the above initial generation, as well as calculates m(H, t + 1).


It can be seen the predicted schema growth amounts and the actual amounts are fairly close to each other, taking into account reproduction alone. The fact that H2 was predicted to occur .41 times and actually occurred once can be explained as a slight statistical anomaly.

In calculating the same statistic, except this time with crossover, the inequality is m(H, t + 1) >= [m(H, t) • ƒ(H) / £] • [1 – Pc • ß(H) / (l – 1)], which is almost essentially the same as the previous equation, except with the added factor [1 – Pc • ß(H) / (l – 1)]. In fact, the portion [m(H, t) • ƒ(H) / £] is the m(H, t + 1) factor in the above table. Pc is the probability of crossover, which is set at 70%, or .7,  ß(H) is the defining length of the schema, and (l – 1) = 6 is the possible number of crossover sites. Again, the findings are detailed in chart form.


Now, with crossover included, the results are somewhat different. H1 did not change at all, due to the fact that it is impossible to disrupt a single fixed position through crossover. H2 dropped to 1/3 of its previous value, with approximately a 12% statistical chance of surviving to a second generation. It is remarkable that it was able to. H3 also dropped, but not quite as significantly. As was mentioned previously, it is of little use to look at mutation in this example, which has a 0.28% chance of occurring in a population this size over a single generation, assuming a one in 1000 chance per allele.

By now, it is understood that schema of short defining length, low order, and above average fitness receive exponentially increasing trials in future generations. There is one question that may allude the cautious reader: Is this always good thing? In other words, why should exponentially increasing samples be given to the observed best building blocks? To illustrate the answer to this question, one may look at the two-armed bandit problem, a loss minimization problem. 

Suppose there exists a two-armed slot machine, in which the two arms have different payoffs. Assume without loss of generality, that the one of the two arms pays off at a rate µ1 with a variance ö1, and the other arm pays off at a rate of µ2 with a variance ö2, where µ1 >= µ2. The object of this exercise is to choose the correct arm to play (the arm with payoff µ1) while minimizing the loss incurred. This can be described as a trade-off between knowledge exploration and exploitation (Goldberg 36-37).

One strategy of loss minimization is to separate the exploration and exploitation phases, which is one of the simplest strategies. To do such, one would perform a single experiment in which an equal number of pulls would be distributed among the two arms, and than make a decision upon the findings upon which to allocate all the remaining arm pulls. Obviously, the size of the experiment is of paramount concern. The larger the experiment, the more accurate the results are expected to be. However, during the experimental phase, there is a verifiable average loss incurred due to the fact that one of the arms pays off lower than the other on average. Should the experimental data prove misleading, there is an additional average loss due to the fact that the wrong arm pays off lower on average (Goldberg 37).

It is possible to mathematically model the projected loss. Let N be the total number of arm pulls, and let n be the number of trials given to each of the two arms in the experimental phase, where 2n < N. Let f(n) be the probability that the worse arm is the observed best arm after the experimental trials [For the purposes of being thorough, the value f(n) is given by the equation 

f(n) = [e ^ (-x² / 2)] / [ (2)^(-1) * x], where 

x = [µ1 - µ2] / [(ö1 - ö2)^(-1)] * n^(-1),

though it is not necessary to understand the fundamentals of this problem]. There are two situations in which loss is incurred in this solution. The first is when the experiment is being performed, in which there are n trials issued to the arm not eventually chosen. This total can be given by the equation L1 = n * (1 - f(n)) [Remember, if the wrong arm is chosen, these n trials are using the actual better arm]. The second loss is attributed to choosing the wrong arm for the remaining N – n trials. This total can be given by the equation L2 = (N – n)f(n). The total loss can be figured by adding these two partial loss equations and multiplying by the difference of payoff rates. In other words, the loss L over N pulls with n going to each arm during the experiment phase is given by the equation


L(N, n) = (µ1 - µ2) * (L1 + L2).

To solve for the optimal experiment size, one would take the derivative of this loss equation and set it to zero (Goldberg 37).


Obviously, there are better ways to allocate trials in order to minimize losses. As a matter of fact, the optimal solution (smallest average loss) can be derived by giving slightly more than exponentially increasing trials to the observed best arm. By some strike of fate, this strategy is unrealizable, due to the fact that it requires knowledge of outcomes before they occur. However, it can be used as a bounds to try to approach. The Schema Theorem (Fundamental Theorem of GAs, as described above) works in a way such that it models the optimal solution quite well. In order to understand this claim it is necessary to expand the problem somewhat (Goldberg 38).


Instead of a single two-armed bandit, the simple genetic algorithm is capable of processing many two-armed bandits at a time, or, in effect, a k-armed bandit, where k is the number of arms. These results were found by John Holland in 1973. Again, the optimal solution to the k-armed bandit problem is to allocate more than exponentially increasing trials to the observed best arms. This result follows from a claim made by Holland at approximately the same time. Though the processes used to derive this claim are well beyond the scope of this paper, the conclusion is not. The claim is as such: though in any given generation only x strings are processed, the GA actually implicitly processes on the order of x³ schemata. This claim is so important in the study of GAs that it is given the term implicit parallelism (Goldberg 40-41). 


The individual arms on a k-armed bandit can be thought of as schema and the collection of arms as a collection of competing schemata. Competing schemata are a special collection of schemata in the fact that they have the same fixed positions, but the values at those positions are different. For example the schemata **1**0*, **0**1*, and **1**1* compete at third and sixth positions. Note that with competing schemata, even though an individual schema may be disrupted by crossover, the new schema created retains the same fixed positions as its parents.


Since these schemata are defined over the same fixed positions, they are inasmuch competing with one another for population slots. As the goal is to allocate exponentially increasing trials to the best observed arms, it is the object to create an objective function that will do as much. Through the concept of implicit parallelism, it is easier to do such since it is easier to selectively ignore schemata that are not even physically processed (Goldberg 39).

The GA has a large and varied amount of practical applications in modern computing. Some of the more common problems it is used to solve are the minimum cut problem, adaptive control, applied physics problems, neural network architecture optimization, and one of the more intriguing problems of the past decades, the traveling salesman problem (Kasabov 11-12). 

The traveling salesman problem is an optimization problem that seeks to find a minimal tour between any given number of cities. It can be proven that there is no algorithm that will give a perfect solution to the traveling salesman problem. There is a rather simple algorithm that will give a solution no more than 50% longer than the minimal tour in a cost efficient manner, and on average is 25% off. However, the traveling salesman problem has many practical applications, and often it is the case that much better results are desired. Through use of a complex genetic algorithm running on a parallel architecture, a team of computer scientists in 1988 were able to compute the best solution ever found to a particular long-standing 442 city traveling salesman problem (Sangalli 147-51).

The GA is not effective on all problems, but it is relatively hard to stump, given a good problem definition. This is due to the fact that most problems have some order to them, no matter how chaotic they may seem at the outset. The easiest way to stump a genetic algorithm is to violate one of its defining characteristics: to have short, low order, high fitness building blocks lead to incorrect higher-order building blocks. Even as such, empirically speaking, it is often the case that the GA still finds an adequate solution. This is one of the reasons for the proliferation of the GA in modern applications.

In summary, the GA is an adaptable, robust, heuristic search algorithm. It is by no means exhaustive; it does not produce all solutions and may not lead to a perfect solution due to time constraints. The fitness of the solution set is dependent on how well the objective function describes the optimal solution. The GA has the ability to learn; to accumulate knowledge without any previous knowledge base.

  String	  Fitness	% of Total	 Schema





 1011001	89		     36.93%           H1, H3





 0011100	28		     11.61%              H3





 0011001	25		     10.37%           H2, H3





 1100011	99		     41.08%               H1





  String	Parent(s)	Cross. Pos.	Mutation?	New Fitness	Schema





1010011	  #1, 4		     3-4		     No		      83		  H1, H3





0100011            #2, 4                   1-2                  No                    35                    H2





1011001              #1                     N/A                 No                    89                H1, H3





1111001	  #4, 1		     2-3                  No                   121                   H1





   Schema                 [m(H, t)]        [ƒ(H)]          [£]        [m(H, t + 1)]      Actual Count





H1 = 1******               2 	          94	 60.25            3.12                       3





H2 = 0*****1               1 	          25	 60.25             .41                        1





H3 = *01****               3 	          57	 60.25	          2.83                       2


	


	     





Schema   [m(H, t) • ƒ(H) / £]     [Pc]    [ß(H)]    [(l – 1)]    [m(H, t + 1)]    Actual





    H1                 3.12		    0.7         0             6                 3.12               3





    H2                 0.41		    0.7         6             6                 0.12               1





    H3                 2.83		    0.7         1             6                 2.51               2








